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SUMMARY

Frequent severe weather and destructive events such as hurricanes, tornadoes, and ice storms —
aggravated by climate change — in recent years have led to a rise in the frequency and severity of the
power system outages. Advance knowledge of potential outages can help relevant utility personnel
mitigate the outage impact through proactive measures such as repositioning the maintenance crews,
reinforcing segments of the grid, and issuing alerts to the general public. It would help significantly to
minimize the downtime and reduce socio-economic impacts. This highlights the need for effective
outage risk prediction. As power networks grow and new technologies are integrated into the existing
grid to supply the needs of different types of consumers, their operational dynamics become increasingly
complex. New challenges in balancing demand and supply, ensuring and enhancing reliability, and
managing voluminous data from all over the network are introduced. Such extensive data inflow has
enabled data-driven modelling techniques to gain a foresight into possible outages.

Traditional statistical models struggle to capture the complex and non-linear relationship between the
electric grid and the external environmental variables. In contrast, Machine Learning (ML) has emerged
as a tool capable of modelling high-dimensional and non-linear associations between the variables.
Therefore, machine learning (ML) has emerged as a valuable tool for analyzing the influence of external
factors, such as weather and vegetation, on outage state of risk (SOR) prediction. In this paper, we
evaluate ML-based models for predicting outage SOR, incorporating vegetation data through the Leaf
Area Index (LAI), quantifying the foliage density in a given area. Vegetation can contribute to increased
outage risk since high LAI values can translate to a higher possibility of vegetation-caused disruptions
during severe weather conditions. Our results show that model performance is influenced by the spatial
and temporal characteristics of the prediction location, such as vegetation patterns and seasonal weather
variations. This highlights the importance of high-resolution models tuned for a specific area and
potential drawbacks to using the same model for a diverse study region.
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1. INTRODUCTION

Every year, a significant portion of the population faces power loss ranging from a few hours to a
few days due to severe weather [1]. Predicting weather-related outage State of Risk (SoR) presents an
opportunity to mitigate their impact by enabling utilities and customers to take preventive measures, and
optimizing resource allocation for speedy recovery [2].

Data on weather conditions, equipment performance, and consumer usage patterns over time has
become available [3]. The vast amount of data can be leveraged in developing data-driven models for
predicting the SoR of outages with acceptable accuracy [4]. Broadly, three models have been used to
predict imminent outages caused by severe and catastrophic weather in the power system network:
parametric, non-parametric, and fragility-based [5]. The non-parametric machine learning (ML) offers
the potential for meaningful insights from the available multi-modal data [4, 6-9].

A variety of ML algorithms, ranging from simple logistic regression to complex Neural Networks,
have been used to predict outage SoR [6-12]. Logistic regression models were trained on weather data
to predict the outage probability of distribution transformers [6]. A comparison of various machine
learning models found that the multi-layer perceptron and boosted trees outperformed other models for
predicting outage occurrence and duration [12]. Random Forests (RF), Decision Trees (DT), and
Support Vector Machines (SVM) have been used to predict outages using historical weather parameters
[4, 7, 12]. Deep learning techniques have also been explored to predict power outage probability in
hourly intervals [13].

Existing literature often integrates historical weather, outage data, and various environmental factors,
such as soil properties, lightning frequency, and solar radiation, to enhance prediction robustness for
severe weather outages at much coarser resolution [4, 9, 12, 14-16]. While vegetation near power lines
is recognized as a significant risk factor, vegetation data is frequently simplified. For example, binary
variables for vegetation proximity or thresholds for vegetation height are commonly used, but they may
lack the nuance needed to capture detailed interactions [17]. Some studies utilize satellite imagery
combined with vegetation growth rates, yet the temporal resolution remains coarse, limiting the
granularity of risk assessment [16].

In this study, we address the gap in vegetation-related outage prediction by incorporating the Leaf
Area Index (LAI) as a high-resolution and detailed vegetation measure to enhance outage SoR prediction
[18]. Our contributions are (1) evaluating of the impact of integrating vegetation characteristics on
outage SoR prediction; (2) tuning hyperparameter of ML models when using LAI, weather variables,
and seasonal parameters to predict the outage SoR within a 6-hour forecast window; and (3)
demonstrating the effect in the model's predictive performance with inclusion of LAI data across key
ML metrics. These findings suggest that incorporating vegetation data with proper care can improve
outage prediction, offering utilities valuable insights to optimize vegetation management and outage
response efforts.

The rest of the paper is organized as follows: Section II describes the specifics of the data used for
this study. Additionally, it delves into the preparation of data, the modeling methods used for SoR
prediction, and the evaluation methods. Section III outlines the method used for tuning the model
hyperparameters for optimal performance. Section IV outlines the results and implications. Section V
concludes the paper and offers direction for future research.

2. DATA SOURCES AND METHODS

A. Historical Outage Data

The outage data utilized for this study spanned six years, from 2018 to 2023, and was obtained from
the participating utility. The utility's historical outage logs were preprocessed into a format that can be
integrated and associated with the rest of the data for modeling. The obtained data labels consist of the
feeder associated with the outage, timestamp, duration, and cause of the outage.



Each outage occurrence was correlated to one of the seven judiciously selected spatial clusters created
from the distribution network data using the feeder locations. Geographical characteristics of the terrain
and relevant parts of the service territory were utilized to select the number and location of the clusters.
The outages during the entire study period were divided into 6-hour periods. All outages within each of
those 6-hour windows were assigned to the timestamp at the beginning of the period. These timestamps
indicate the instant of prediction. The 6-hour periods do not overlap, so each outage is correlated with
only one prediction instant. The cause labels were used to select the relevant outages that may be directly
or indirectly related to the input features used for making the SoR predictions. The prediction results can
vary greatly depending on the selection of the cause types. The outages caused by equipment failure,
trees, wind, and weather were selected. There were 34819 instances of the relevant type of outages out
of the total 61384 outages.

B. Weather Data

The weather data used for model creation were obtained from field weather stations provided by the
Automated Surface Observation System (ASOS) [19]. The weather variables used in this study were
wind speed, wind gust speed, relative humidity, wind direction, temperature, dew point temperature,
precipitation level, and pressure.

Three different statistics, minimum, maximum, and mean/median values, were evaluated for each
weather parameter to be used as the input to train the prediction model. The distribution system clusters
were correlated with their respective maximum, minimum, and mean/median weather parameters for
each temporal interval during the study period using the method outlined in [11]. For each prediction
instant, the weather information up to 6 hours in the past was accounted for. Since the statistics were
calculated for each of the eight parameters, for each of the 7 clusters, weather parameters formed a total
of 168 different input features. Only the weather stations within 40 km of a cluster were selected to
determine the cluster’s weather features.

C. Vegetation Data

Vegetation data was represented by the Leaf Area Index (LAI) from Copernicus Land Services (CLS)
provided as raster files [20]. The LAI is a dimensionless quantity used to characterize plant canopies [18].
It is defined as the total one-sided green leaf area per unit area of the ground surface. There are direct and
indirect methods for calculating the value of the LAI. Direct methods are destructive, and their use is
often limited as a reference for validating indirect measurement methods [21].

CLS provides near real-time (NRT) values of the LAI at a temporal frequency of 10 days [20]. The
cell size of the raster files is 333m. The original raster files were downloaded using an application
program interface (API) and cropped for the region of interest. Raster cells surrounding each feeder were
extracted from the entire raster and used to calculate the statistics (max, mean, sum, median, 90"
percentile, and standard deviation). This process of spatially correlating the LAI data was repeated for
every prediction timestamp, which is the basis for temporally correlating with other input features. The
latest available LAI value for the prediction
timestamp was used to obtain the statistics
rather than interpolate over time since the
prediction was made more frequently than the
LAI value updates. A total of 6 features for
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D. Seasonality Data

Seasonality features were incorporated
along with the rest of the input data for each
temporal prediction step. Four seasonality
features were generated using the sine and
cosine of the time of the day and the day of the
year for each prediction time stamp.
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Figure 1. Seasonality features, such as sine and
cosine



Figure 1 shows how the values of the sine and cosine functions vary over 24 hours. The function goes
through one complete cycle over a day and repeats, such that the values of the function on the 0™ hour
and the 24™ hour are the same. Similarly, a pair of sine-cosine seasonality features is also generated using
the day of the year parameter. Such a feature will have a periodicity of one year, regardless of whether it
is a leap year. The values are reset every time on January 1.

E. Generation of Training and Testing Data

The data from different sources was prepared for timestamps at which the predictions were made.
This was done for each of the 7 spatial clusters, numbered from 0 to 6. Therefore, features from all the
datasets were associated with a particular timestamp (temporal) and a particular cluster (spatial). These
correlated data were joined to form a composite training and testing dataset along those spatial and
temporal axes. A total of 238 features were prepared for each cluster to predict the probability of outages
at 6-hour intervals. The combined data features were used to train machine-learning models. We used
the data from the first 5 years (2018-2022) for training. One year's worth of data (2023) was used for
testing purposes.

F. Models

Three different models were used to study the improvements due to the inclusion of vegetation
features in the prediction of outages: Random Forest (RF), Support Vector Machine (SVM), and Neural
Networks (NNs). We selected algorithms from different “families” of algorithms with different
characteristics to ensure the robustness of the analysis.

Random forests are classifiers formed from a combination of multiple tree-structured classifiers, each
shaped by independent and identically distributed random vectors. Based on the votes obtained from each
of these tree classifiers, the output of RF is determined. Combining these trees reduces variance and helps
achieve better generalization. Therefore, it reduces overfitting during the training period. Variations of
the method for regression purposes also exist [22].

Support Vector Machines are supervised machine learning algorithms that find an optimal hyperplane
and increase the distance between each class in an N-dimensional space to classify data. It is highly
effective in high-dimensional spaces, especially when the number of features exceeds the number of data
points. The non-linear relationships are handled by implicitly mapping the input data into a higher
dimension without explicitly computing the transformation. Its variation for regression also exists and
fits a hyperplane such that data points fall within a predefined margin [23].

Neural Networks are machine learning algorithms inspired by the biological properties and workings
of the human brain. They consist of a series of interconnected layers, each with multiple nodes. The
connection between two nodes is weighted. The output from each node is passed through an activation
function, which introduces non-linearity in the predictions. This enables the neural networks to
approximate any function, even those with highly nonlinear decision boundaries. It is used for various
tasks like image recognition, natural language processing, time series forecasting, etc. The models are
trained by updating the weights in proportion to the difference between the actual and model outputs [24].

G. Metrics

For the regression task, metrics like root mean squared error, mean absolute error, mean percentage
error, etc., may be used. For classification tasks, we use metrics like Precision, Recall, F1-score, Average
Precision, and Area Under the Receiver Operating Characteristics Curve (ROC AUC), etc. [25].

The nature of the task in this work is classification — outage or no outage. Therefore, the metrics listed
previously have been evaluated for each model. The higher value of these metrics is considered to be
indicative of good performance. For the selection of the best model parameters or model architectures,
the F1 score has been used. F1 score is a balanced metric that equally weighs both types of errors - false
negatives and false positives. It’s a good overall metric to compare several models. Other metrics with
more customized weights for different errors can be used if such data is available. Designing such a
metric by weighing different errors as per the requirement of the application or the end-user helps to
accurately convey the performance of the models, which would result in better mitigation measures.



3. HYPERPARAMETER TUNING

The performance of the models may not be optimal for the prediction task if the default parameters
provided by the library are used. Each of the seven clusters was assigned a separate model to predict the
outages based on the input features. The set of parameters that exhibits best performance for one cluster
might not work for the other. For this reason, the hyperparameter space of each model had to be explored
by treating each model configuration as a point in that space. Out of the several methods for tuning the
hyperparameters, the Grid Search method, combined with K-fold cross-validation, was used to identify
the best set of hyperparameters for the models [26].

The Grid Search method creates every possible combination of all the hyperparameter values within
the specified region, fits a model with those parameters, and evaluates the performance of the model. The
training dataset is divided into K different folds, of which K-1 folds are used as the training set and the
remaining fold as the validation set. The scores obtained from the K iterations of cross-validation are
averaged. These scores are compared for all the possible sets of model parameters, and the model
corresponding to the highest score is selected as the best-performing model. The model performance for
hyperparameter tuning is compared using the F1 score.

After training the models using the K-fold cross-validation, the model parameters or architecture,
depending on the type of machine learning model, were saved. The same model parameters or
architecture were used to train the model on the entire training data without leaving out the validation set.
Finally, the performance of these models was compared with each other on the test set, which was not
used to select the hyperparameters.

4. RESULTS AND DISCUSSION

Data from various datasets was used to create input features for training and tuning outage prediction
models. The average values of different metrics comparing different machine learning models trained
with and without LAI data are presented in Table I. The metrics given in the table are the average values
for the metrics obtained from the best-performing models for each of the clusters. It is important to tune
the hyperparameters of the models so that the best-performing version of the models can be obtained for
the model output comparison.

For the selection of the best hyperparameter, we used the F1 score. We can see that the best
performance is obtained using Neural Networks (NNs) for the models with and without LAI. Neural
Networks provide the best performance among the tested models for the case without LAI as an input
feature, except for Precision. The Support Vector Machine model has the highest precision. The ROC
AUC value for RF is comparable to that of the NNs.

TABLE I. AVERAGE VALUES OF THE PERFORMANCE METRICS FOR DIFFERENT MACHINE
LEARNING MODELS WITH AND WITHOUT LAI

Cases without LAI with LAI
Models RF SVM NN RF SVM NN
Precision 0.723 0.731 0.72 0.728 0.731 0.731
Recall 0.739 0.745 0.746 0.731 0.746 0.741
F1 0.723 0.716 0.728 0.72 0.717 0.732
AP 0.676 0.674 0.676 0.676 0.673 0.685
ROC AUC 0.751 0.728 0.751 0.753 0.727 0.75

In models trained with LAI values, the performance metrics obtained from NNs are highest except
for Recall and ROC AUC. These values are highest for SVM and RF, respectively. The precision values
are equal for both SVM and NN. The improvement in the performance metrics of cases with and without
LAI values is insignificant. There could be several reasons behind such minimal improvements
compared to the baseline case (without LAI). To further explore the reasons behind such performance



of the models, we consider the best-performing model, the neural network, and analyze the results
spatially and temporally.

Figure 2 below illustrates performance metrics for each cluster. Cluster 3 showcased maximum
improvement across all the metrics when including LAI features. Since the hyperparameters were tuned
based on the F1 score, the clusters that showed improved F1 scores were clusters 1, 3, 4, and 5. The
change in the F1 scores of Clusters 1 and 5 was significantly less. The improvements only on specific
clusters might arise due to cluster-specific features, which will be addressed later in the section.

The metrics provided in Figure 2 are based on the testing data for the entire year. Hence, these metrics
are the average performance of models tested on outages occurring throughout the year. However, the
level of vegetation in a given area might not remain the same throughout the year. The vegetation
dynamics can exhibit seasonal variation. Therefore, the improvement in the model performance
observed in the entire year’s data is not representative of the model’s best performance. For this reason,
we temporarily segregate the data according to the seasons and observe the performance.

The four seasons are winter, spring, summer, and fall. Only the data from the test set (2023) was
divided according to respective months. The test data for the winter season contained data from January
and February of 2023 because the data from December 2022 had already been used for training the
models. Table II shows the model F1 scores in various seasons throughout the testing period.

TABLEII.  AVERAGE F1 SCORES FOR DIFFERENT SEASONS WITH AND WITHOUT LAI
Season with LAI without LAI Diff.
Winter 0.678 0.663 0.015
Spring 0.763 0.727 0.036
Summer 0.784 0.745 0.039
Fall 0.697 0.688 0.009

We can observe that the model's performance is better when LAI is included compared to the baseline
case without LAI. The difference between the F1 scores during the spring and summer seasons is higher
compared to the winter and fall seasons. Aggregating the results over the entire year masks
improvements in certain seasons, which highlights the importance of detailed analysis of the results
obtained. Table II aggregates the results for all the clusters in the study region. The improved
performance during the spring and summer seasons can be attributed to the increased vegetation during
those seasons and, consequently, a larger number of related outages. Thus, these vegetation features
help identify potential outages within the next prediction window. So, these temporal results are further
classified for each cluster to study their improvements.

Comparison of F1 scores with and without LAl values Flgure 3 shows the performance of the
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the highest improvement across all the seasons,
especially during the spring and summer.
Cluster 5 shows improvement in F1 score
during spring, summer, and fall, but mainly
during the first. For cluster 1, the F1 score
improved during the spring season. During
winter and summer, only minor improvements
could be observed. This shows that even though
the performance of models for the entire region
improves when observed seasonally, cluster-
wise results might differ. These results provide
a high-resolution view of model performance
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Figure 2. F1 score of clusters with and without
LAI features



for different clusters and periods of the year. Based on the tables and charts, it can be concluded that
Clusters 1, 3, and 5 can benefit from the vegetation data, especially Cluster 3.

From the above discussion, it can be argued that the improvements in the outage prediction models
due to the introduction of vegetation features are specific to times and regions. The land cover dataset
was used to identify the nature of vegetation in the study region [27]. This dataset provides high-
resolution spatial information about the contents of the Earth’s surface. The areas covered by different
types of forests were of special interest to our study. The number of raster cells overlapping with the
distribution lines was determined for different forest types to identify the correlation between the model
improvements and the vegetation. Categories of land cover other than forest were ignored for this
analysis. The Clusters 1, 3, and 5, which showed improvements over certain seasons, specifically had a
higher number of raster cells belonging to deciduous forest, as shown in Table 3. Cluster 1 has the
highest number of evergreen forest raster cells overlapping with the distribution line. Additionally, the
Cluster 3 network also overlaps with the highest number of raster cells belonging to mixed forest, which
is neither evergreen nor deciduous.

Cluster 3 in Winter Cluster 3 in Spring
0.7 = with LAI = with LAI
7] m without LAl | = without LAl
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Figure 3. Change in evaluation metrics of cluster 3 for different seasons over a year’s time (top
left — winter, top right — spring, bottom left — summer, bottom right — fall)

TABLE III. COUNT OF RASTER CELLS BELONGING TO DECIDUOUS FOREST IN EACH
CLUSTER

Cluster 0 |1 2 3 4 5 6
Raster Cell Count | 50 | 1190 | 421 | 1244 | 365 1473 | 767




5. APPLICATIONS AND BENEFITS
A. OQOutage prediction uses

The outage SoR prediction algorithm can be used by various groups within a utility company, from
operations and customer relations to asset and outage management at different spatial and temporal
scales. These groups can use the outage SoR values obtained from the prediction models to plan and
implement appropriate actions within their domain to anticipate, prevent, or minimize the effect of
potential forced outages as illustrated in Fig. 4.

For instance, the system operators and the
control centers team can benefit from the SoR
values for the next couple of minutes or hours so

— - that they can reconfigure the network to reroute

- Send notification Coordinate .
Customer Relations . . power, prepare alternative supply paths, or
with City services . .. . . .

initiate targeted switch operations at regions of

Figure 4. Uses of forced outage SoR prediction  highrisk. Outage management teams may benefit

from SoR values from further into the future to

pre-stage repair crews, issue customer and media alerts, notify critical loads, and optimize the restoration
routes for the most vulnerable service areas.

Actio

Reconfigure

Maintenance Crew Schedule

Asset management groups can analyze the SoR values over even longer time horizons (multiple days,
weeks) to determine system hardening measures such as equipment replacement or upgrade, and
vegetation trimming. Other infrastructure operators (such as water and communications) can also
integrate the predictions to ensure continuity of supply during the outage periods. Residential customers
can make preparations for the outage as soon as they receive information about the outage, which
includes managing backup power and locating essential facilities such as warming centers or hospitals.

These various user groups benefit from the specificity of the outage SoR in terms of geographical
locations because only the entities from the affected region need to take measures, and incorrect
information about outages might reduce confidence in the predictions. The wide spectrum of users
shows that the outage prediction can support decision-making at different levels — from real-time
operation to long-term planning, hence improving the distribution system resilience.

B. Optimized mitigation measures for outage cost reduction

The SoR values obtained from the prediction model are a precursor to anticipated outages. It helps to
quantify the possibility of an outage occurring in a location at a given time, which in turn helps to plan
the application of appropriate mitigation measures to reduce the risk. Optimizing the mitigation
measures according to the location of the highest risk can have a significant monetary value, justifying
their cost of deployment.

The predicted high-risk areas can guide dynamic crew allocation, vegetation management scheduling,
and asset inspection priorities, ensuring that limited resources are deployed where the probability of
failure is highest. Predictive information also supports proactive network reconfiguration and staged
restoration planning, enabling utilities to reduce outage duration once events occur.

Although the mitigation measures carry a cost, quantifiable benefits such as avoided outages, reduced
restoration time, and improved regulatory performance follow. While the modeling framework requires
careful data integration and tuning, the financial and operational benefits of predictive mitigation
typically outweigh its implementation cost. The proposed framework supports informed decision-
making and proactive action across operational and planning domains, helping utilities justify
investment in predictive analytics through quantifiable reliability gains and reduced outage
expenditures.

6. CONCLUSION



Based on the study and analysis, the following conclusions can be drawn:

NNs exhibited the best performance among the three models that were tested

o  Cluster-wise results showed improvement in model performance for specific clusters, but it is not
substantial

e Secasonal analysis exhibited improvements during the spring and summer seasons when the
conditions are suitable for higher vegetation growth and density

e The regions with dense population of tress can greatly benefit from the incorporation of the
vegetation data during specific temporal periods

e The developed approach provides utilities with a tool for data-driven decision-making, helping plan
proactive measures that improve reliability and reduce outage-related costs.

Future research could incorporate temporal dependencies using deep learning models such as LSTMs
or Transformers. Methods to compensate for the difference in temporal resolution of the various datasets
could be explored, too. The performance of the models for LAI features combined with the canopy
height and tree trimming schedule from the utility could provide the prediction models with well-
rounded information about vegetation status in each study region. Since this study performs the task of
outage prediction at a very high spatial resolution, i.e., in feeder level as opposed to larger aggregations
such as county or state, high-resolution feature datasets may contribute to more accurate predictions.
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