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Abstract. Accurately predicting the duration of weather-induced
power outages is essential for improving grid resilience and emergency
response. However, conventional evaluation metrics such as MAE, MSE,
and macro-F1 fail to account for the varying costs of misclassifications.
This paper introduces a cost-aware macro-F1 metric, a flexible extension
of the standard F1 that incorporates misclassification severity through
a customized cost matrix. The proposed metric operates directly on
the confusion matrix, allowing practitioners to align evaluation with
real-world costs without modifying the training procedure. Using a
large-scale outage dataset and synthetic confusion matrices, we demon-
strate that models with identical macro-F1 can exhibit substantially
different cost-aware performances. The metric consistently reflects
the severity and direction of ordinal errors, providing deeper insight
into model behavior. Results across multiple temporal forecasting
settings confirm its robustness and adaptability, paving the way toward
cost-sensitive evaluation in resilience analytics.

Keywords: Cost-aware evaluation - Ordinal classification - Power out-
ages - Resilience analytics - Weather-induced events

1 Introduction

While hurricanes and other catastrophic weather events that demolish power
grid infrastructure attract the most attention, severe weather events such as
thunderstorms, high winds, and derechos are the most frequent threats to the
U.S. power grid [4]. Severe storms accounted for over 200 major disaster events
in the U.S. between 1980 and 2024, more than any other disaster type, with each
causing widespread power outages and billions in damages annually [12]. It is
challenging for utilities to maintain a resilient power grid with a reliable energy
supply by quickly restoring outages. This vulnerability was evident in 2024, when
the U.S. experienced 27 major weather disasters, resulting in over $187 billion
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in damages and widespread power outages. From 2000 to 2023, 80% (1,755) of
all major U.S. power outages were attributed to weather-related causes [7].

Building on this growing threat, it is no longer sufficient to predict whether
an outage will occur; it is equally critical to estimate how long it will last. Accu-
rate predictions of restoration time can help utilities allocate repair crews more
efficiently, prioritize critical infrastructure repairs, and improve communication
with customers and regulators. However, restoration duration is inherently noisy
and instead of forecasting exact restoration times — which may not carry prac-
tical significance between, for example, 105 and 113 minutes — many studies
adopt a classification-based approach where outages are categorized into discrete
classes (e.g., short, medium, and long duration), providing a more robust and
actionable perspective for decision-making under uncertainty [1,14,21].

In real-world situations, not all classification errors have the same impact.
For instance, if a model predicts a "very short" outage when the actual du-
ration is "short", the inconvenience is minimal, and proactive mitigation may
still be effective. Conversely, predicting a "long" outage for an event that is
actually "very short" can lead to wasted resources and unnecessary customer
concern. Even more importantly, underestimating an extended outage can leave
communities and first responders unprepared, risking lives and infrastructure.
Therefore, treating all misclassifications equally is costly and ineffective. Outage
duration is naturally ordered, and some errors are more significant than others.
Ordinal classification is designed to address these challenges [6]. Its core idea is
to develop and evaluate models that penalize larger errors more than smaller
ones, thereby reflecting the costs more accurately.

In this study, we introduce a cost-aware macro-F1 score to more effectively
evaluate the performance of machine/deep learning models that predict the class
of power outage duration. Our proposed metric extends the traditional macro
F1 score by incorporating a penalty proportional to the severity of the misclas-
sification. Through our experiments, we demonstrate that conventional metrics
fail to capture meaningful distinctions between prediction errors. Although when
evaluated under an ordinal approach, these models reveal significant differences
in performance, highlighting the value of accounting for the degree of error in
each prediction. The key contributions of this paper are:

— Extending the traditional macro-F1 metric to incorporate cost awareness
and evaluating it on weather-induced power outage models.

— Providing experimental evidence across multiple temporal forecasting set-
tings by synthetic and real-world evaluations that the proposed metric pro-
vides more informative discrimination than seven alternative metrics on
three machine learning models considered in this study

— Explaining practical impacts of the difference between traditional metrics
used in classification tasks and the proposed cost-aware metric.

The rest of this paper is organized as follows: Section 2 reviews relevant lit-
erature, Section 3 describes the dataset and data collection process, Section 4
explains the design parameters of the framework, Section 5 outlines our method-
ology, Section 6 describes the creation of synthetic models, and Section 7 presents
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and discusses the obtained results. Finally, Section 8 concludes the paper and
suggests future research directions.

2 Background and Related Work

While the F1 score is often preferred over accuracy, precision, or recall for im-
balanced datasets, its main limitation in predicting ordered severity events, such
as power outage duration, is that it treats all misclassifications equally, without
accounting for their varying impacts [15]. Furthermore, the binary F1 score is
inherently asymmetric: it is defined as the harmonic mean of precision and re-
call for a specific "positive" class. If the class labels are flipped, the precision,
recall, and resulting F1 score will generally change [20]. Thus, in binary clas-
sification, the F1 score depends on which class is treated as "positive", further
limiting its interpretability in scenarios where misclassification costs are not uni-
form. A more robust, albeit less used alternative that addresses several of these
issues, particularly in imbalanced datasets, is the Matthews Correlation Coefhi-
cient (MCC) [5], which is often preferred over the standard metrics [9], [10]. For
multi-class classification tasks, however, MCC is observed to be more sensitive
to data composition, whereas the F1 score sometimes provides more stable per-
formance across different classifiers [22]. Additionally, researchers have proposed
methods to explicitly incorporate ordering information into classifiers, further
enhancing performance by capturing the ordinal relationships [19]. For example,
transforming ordinal classification into multiple binary problems and aggregating
their predictions has proven effective, particularly when combined with standard
algorithms such as decision trees [13]. These approaches underscore the need for
metrics that account for error severity, especially when class order matters.

Recent applications highlight the importance of using appropriate evaluation
metrics for real-world problems. In crash injury severity prediction, ordinal clas-
sification methods - such as ordinal binary decomposition, which transforms an
ordinal problem with K classes into K—1 binary classification tasks to capture
the inherent order - along with probability calibration, are used to respect the
order of severity levels and handle class imbalance [23].

In cybersecurity, a false negative (missing a cyberattack) might be much
worse than a false alarm. A false positive might waste analyst time but is less
damaging. Cost-aware evaluation metrics such as Cycore, Which explicitly incor-
porate the relative costs of false positives and false negatives into the evaluation
formula, have been proposed and shown to yield substantial cost savings com-
pared to the traditional Fy score [16]. These studies emphasize that the choice
of evaluation metric should be guided by the structure of the problem and its
real-world impact.

Our proposed metric is closely related to Cycore, but adopts a more general
formulation that directly accounts for the cost of predicting an incorrect class in
place of the true class. While Cieore captures class-to-class cost through a single
ratio between false negatives and false positives, our approach models misclas-
sification costs at the class level. Our goal is not to replace existing ordinal
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metrics, but to provide a complementary evaluation insights that explicitly in-
corporates stakeholder-defined misclassification severity. Specifically, we employ
an M x M cost matrix, where M is the number of classes and each entry M;;
represents the cost of predicting class ¢ when the true class is j. This formulation
naturally extends to multiclass and ordinal classification settings and enables a
more expressive representation of class-dependent error costs. The procedure for
determining these cost coefficients is described in Section 5.

3 Data Collection

3.1 Substation Data Aggregation

We utilize a dataset from a utility company based in Texas that contains power
outage logs spanning January 2018 to December 2023. The utility’s distribution
network consists of 86 substations across its service territory. Following the ap-
proach of our prior studies [2,3,18], the substations (together with all information
from their associated feeders) are grouped into seven non-overlapping regions to
support robust spatial analysis. This segmentation is performed using spatial
analytics tools in ArcGIS Pro [11], with the primary objective of ensuring that
the groups are comparable in size, geographically compact, and non-overlapping.
Based on this grouping, we aggregate substation-level data such that, for each
group, the dataset contains hourly information over the six years from January
2018 to December 2023. In this manner, data from all substations within the
same group are combined, resulting in a spatio-temporal dataset covering an
area of approximately 55km x 55km. The optimization of group formation for
performance maximization is outside the scope of this paper and is left for future
work. Nevertheless, our framework can be easily adapted to alternative group
definitions or to a finer spatial resolution without grouping at all.

3.2 Weather Data Processing

While weather forecasting is widely used in state-of-the-art outage prediction
modeling (both in academic and industrial settings), we focus exclusively on
historical weather conditions preceding each outage. This design choice is inten-
tional. Since the primary objective of this study is not to achieve state-of-the-art
predictive performance, but to evaluate and compare models within a cost-aware
evaluation framework, we prioritize a setup that is simple, reproducible, and eas-
ily deployable in practice. Historical weather observations are widely available
through multiple data sources, depending on the geographic region of interest,
and can be used to avoid compounding uncertainty from forecast errors. This
choice is also consistent with our prior work that leverages observed weather
signals to estimate the state of risk (SoR) across the power grid [2].

In this paper, the ASOS dataset [17] serves as the primary weather data
source, providing eight numerical variables: pressure, dew point temperature,
wind gust speed, precipitation, relative humidity, wind speed, wind direction, and
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temperature. For each group of substations, weather observations are aggregated
from all ASOS stations geographically contained within a predefined spatial
buffer from the group boundaries. Temporal aggregation is performed across
multiple historical look-back windows (e.g., 1, 3, or 6 hours before the prediction
time). To obtain group-level weather representations, we aggregate station-level
summaries using the mean of means, minimum of minimums, and maximum of
maximums across all stations in the group. This choice is also consistent with
our prior work [2,18]. This approach preserves extreme weather signals critical to
outage dynamics (e.g., peak wind gusts or heavy precipitation), while remaining
robust to local sensor noise and spatial variability. Overall, this process yields
24 weather features per temporal window (three statistics per variable).

3.3 Outage Data Processing

In Figure 1, similarly to our prior work [2], we present an example of the tempo-
ral window approach, where outage durations are aggregated within fixed time
intervals (e.g., 3-hour windows) following each reference time point ¢; (e.g., t1,
t5). The historical weather window preceding each interval is also indicated.

4

14:00:00
outage1 outage2 outage3
Historical Weather hours pred|ction
temporal window window time
tZ
15:00:00
outage2 outage3
Historical Weather 3 holrs prediction .
temporalwin:x:low window time

Fig. 1. Impact of sliding prediction window: a) Outage3 is not included in ¢; but is
included in t2 as the window slides forward, and b) Overlapping windows may contain
the same outage multiple times, as illustrated by outage2, which is typical and expected
in this approach.

Based on the grouping method described in Section 3.1, we derive hourly
data for each group by aggregating substation-level outages. Each group’s out-
age duration thus reflects the combined outages of its substations and depends
primarily on two factors: (1) group size and (2) the temporal aggregation window
(e.g., 3-, 5-, or 11-hour intervals; see Fig. 1).

Partitioning the service area into fewer groups produces broader regions,
whereas increasing the number of groups results in smaller, more localized areas.
Since timestamps for the start and end of each outage are available, we compute
the outage duration in minutes and aggregate the total outage duration within
each group. These durations are then discretized into five ordinal classes—very
short, short, medium, long, and extremely long.
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4 Design Parameters

The ultimate goal of this work is to support deployment within a real-world elec-
tric utility company’s operational environment for predictive model assessment.
In line with our prior works [2,18], all design parameters of the proposed frame-
work are intentionally flexible and can be adapted to meet varying operational
needs across different departments. For instance, some stakeholders require risk
assessments at the substation level. In contrast, others are primarily concerned
with the overall state of the power grid and do not require fine-grained spa-
tial resolution. Similarly, prediction horizons vary by use case: specific teams
focus on short-term risk awareness over the next 3 hours, whereas others prefer
longer-term assessments spanning up to 24 hours. To accommodate these diverse
requirements, the spatial granularity, historical input window, and prediction
horizon are all easily configurable. For the purpose of this paper, and because
the goal is not to identify the optimal design parameters for state-of-the-art pre-
dictive performance, we fix a representative set of parameters to evaluate the
applicability of the proposed framework. We present results using seven spatial
groups of substations, six hours of historical weather data, and an hourly fore-
casting scheme that predicts the outage duration class for each group over the
subsequent 11 hours. The cost matrix presented in Section 5 is also adjustable.

5 Proposed Methodology

We introduce our cost-aware macro-F1 metric to more accurately evaluate the
performance of predictive models for cost-sensitive classification, illustrated
through an application in power systems. Unlike the standard macro-F1, which
treats all misclassifications equally, our proposed metric differentiates the
severity of misclassification errors, based on the cost of predicting class ¢ when
the actual class is j. Users may define their own cost matrix between classes;
however, if such information is not available, we propose a simple method for
estimating the cost matrix based on class characteristics, acknowledging that
multiple approaches to cost specification are possible. Our intuition is that
the cost of misclassifying an outage increases proportionally with the distance
between the median durations of different classes. Thus, misclassifications that
are further from the actual class are penalized more heavily. The proposed
median-distance-based cost matrix is intended as a default heuristic when
domain-specific costs are unavailable, rather than a universal guidance. Differ-
ent stakeholders may choose to employ their own domain-specific costs making
the metric broadly adjustable across applications. If predefined costs or a cost
matrix are already available, one can directly proceed to Section 5.2 without
calculating median-based costs.

5.1 Cost Calculation

First, we compute the median outage duration for each class using historical
data. Let med; denote the median duration for class ¢, and {medy;} the set of
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medians across all classes. We normalize the median durations as:

med; — min({medy})
max({medy}) — min({medy})

normalizedCost; =

Finally, we define the pairwise cost matrix as:
cost_matrix; ; = |[normalizedCost; — normalizedCost| (2)

This formulation ensures that cost differences reflect the relative separation
between outage duration classes while avoiding substantial large penalties intro-
duced by extreme median values.

5.2 Cost-Aware Macro-F1 Score Computation

Given the confusion and cost matrices described, we adapt the precision and
recall calculations for each class ¢ by weighting false positives and false negatives
according to their associated misclassification costs. For each class 7, T'P denotes
the number of true positives. The weighted false positives are computed as:

FpP, = Z FPj; - cost_matrix; ; (3)
J#i
where F'P;; is the number of samples from class j predicted as 4. Similarly,
the weighted false negatives are calculated as:

FN, = Z F'N; j - cost_matrix, (4)
J#i
where F'IN; ; is the number of samples from class 7 that are predicted to be class
J-
The weighted precision and recall for class i are:

TP

Precisioni = m (5)
TP

Recalli == m (6)

The cost-aware F1 score for class 4 is the harmonic mean of precision and
recall:

2 - Precision; - Recall;
F1; = 7
Precision; + Recall; (™)

Having the class-specific F1, we can calculate of the F1 score variant (micro,
macro or weighted). Given our balanced 5-class dataset, we use the macro F1
score, which is defined as the mean of the class-specific F1 scores averaged:

c
1
Cost-As Macro-F1 = — E F1; 8
ost-Aware Macro c 2 (8)
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5.3 Advantages of Our Cost-Aware Macro-F1

The proposed cost-aware macro-F'1 metric provides a more comprehensive and
interpretable evaluation metric for ordinal classification compared to conven-
tional alternatives. While existing ordinal metrics, such as Quadratic Weighted
Kappa (QWK) or Mean Absolute Error (MAE), capture the ordered structure of
classes, they either focus solely on distance-based penalties or rely on correlation-
like measures that may obscure per-class performance. In contrast, our metric
preserves the interpretability and class-level balance of the traditional macro-
F1 while explicitly incorporating the cost of misclassifying records derived from
domain knowledge or empirical class separations. This dual design allows penal-
izing errors more heavily when predictions deviate substantially from the actual
class, aligning evaluation with real-world priorities where certain misclassifica-
tions are more consequential than others. Furthermore, unlike QWK or ordinal
regression loss-based measures, our cost-aware macro-F1 remains model-agnostic
and confusion-matrix-based, making it easily applicable to any classifier without
modifying the training procedure. Moreover, since our metric operates directly
on the confusion matrix, alternative cost specifications can be evaluated with
negligible computational overhead, enabling rapid sensitivity analysis.

5.4 Model Development and Experimental Setup

Once the outage and weather data were extracted, preprocessed, and consoli-
dated, the obtained dataset was used for training. Training occurred exclusively
on outage events; if no outage happened for a given group of substations and time
point within the prediction window, that instance is excluded from the dataset.
Each experiment is defined by the look-back window for historical weather and
the temporal window into the future for which outages are predicted.

For predictive modeling, we evaluated the proposed metric across three clas-
sification approaches: Logistic Regression, Random Forest, and XGBoost. While
all models were trained and assessed under the same experimental setup, XG-
Boost consistently delivered the best performance across most configurations.
XGBoost, a gradient boosting algorithm that constructs an ensemble of decision
trees [8], is particularly well-suited for structured tabular data, as it efficiently
captures high-dimensional interactions and nonlinear relationships. After exten-
sive hyperparameter tuning, we selected the following configuration for the fol-
lowing XGBoost model: number of estimators=1000, learning rate=0.01, evalua-
tion metric=mlogloss, and objective=multi:softprob. Model training and tuning
were conducted using data from 2018-2022, with evaluation on 2023 data. The
results presented in later sections, including the comparison with the synthetic
confusion matrices, are based on the XGBoost model. However, our primary goal
is not to achieve state-of-the-art predictive performance, but to evaluate models
under a cost-aware framework.
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6 Analysis of Confusion Matrices

Since the proposed cost-aware metric operates directly on the confusion ma-
trix, we introduced four synthetic models to examine its behavior of the pro-
posed metric under various misclassification scenarios. This enabled evaluations
that exhibit specific and controllable error structures. The cost matrix is the
same across all configurations to ensure comparable results. Any reference to
the XGBoost6-11 model or the XGBoost6-11 confusion matrix corresponds to
the configuration obtained on the utility company data described in Section 3,
using a 6-hour historical weather window and an 11-hour prediction window to
train the XGBoost classifier for outage prediction.

Far from the diagonal

Near to the diagonal

XGBoost6-11 Model

fong. medium

Predicted

Synthetic: Near to diag. (¢) Synthetic: Far from diag.

Higher F1 than XGBoost6-11 model Lower F1 than XGBoost6-11 model

medium long ~ extremely long
Predicted

(a) XGBoost6-11 confusion
matrix

- 190 114 15.7

extremely long @ very short short medium long  extremely long
dict

(d) Synthetic: Higher F1 (e) Synthetic: Lower F1

Fig. 2. XGBoost6-11 confusion matrix (a) and synthetic variants (b—e) illustrating con-
trolled redistributions of misclassifications and varying macro-F1 levels. 'Diag.’ refers
to diagonal.

The left panel in Fig. 2 shows the confusion matrix of the XGBoost6-11 model
(Fig. 2a), while the right panels (b—e) display synthetic configurations that alter
the structure of misclassifications. Configurations in Fig. 2b and Fig. 2c pre-
serve the XGBoost6-11’s macro-F1 score but redistribute off-diagonal elements
(Fig. 2b concentrates errors closer to the diagonal, whereas Fig. 2¢ pushes them
farther away). Other configurations slightly modified both the diagonal and off-
diagonal elements to jointly alter the macro-F1 and the error distribution—one
achieving a higher macro-F1 (Fig. 2d) than the XGBoost6-11 model and another
one achieving a lower macro-F1 (Fig. 2e).



10 C. Petridis et al.

This setup enables us to analyze how differences across metrics arise either
purely from the redistribution of errors or from simultaneous changes in class-
wise accuracy and misclassification structure. Some configurations, such as (d),
are intentionally designed to represent extreme cases to highlight the respon-
siveness of the proposed cost-aware metric. By redistributing misclassifications,
these setups demonstrate how the cost-aware macro-F1 distinguishes between
near and far errors, appropriately penalizing more severe misclassifications while
assigning smaller penalties to near misses.

7 Results

We conducted extensive experiments across multiple configurations, varying two
key parameters: the length of the historical weather window (1, 3, or 6 hours)
and the prediction window for outage duration forecasting (3, 5, or 11 hours
ahead). While results are reported for all combinations of temporal resolutions
and forecast horizons in Table 1, the performance trends remain consistent across
settings. For clarity and interpretability, in the detailed analysis we present re-
sults obtained with the XGBoost6-11 model (e.g., a 6-hour historical weather
window and an 11-hour prediction window). This configuration is used to com-
pare our cost-aware metric against existing ordinal evaluation metrics and to
illustrate further its discriminative ability using the synthetic confusion matri-
ces introduced earlier.

Table 1. Macro-F1 and cost-aware macro-F1 scores on power outage data using eX-

treme Gradient Boosting (XGBoost), Random Forest (RF), and Logistic Regression
(LogRes). The XGBoost model with 6h past and 11h ahead is highlighted.

Temporal XGBoost RF LogRes
configuration Macro-F1 Cost-F1|Macro-F1 Cost-F1|Macro-F1 Cost-F1
1h past, 3h ahead 0.30 0.51 0.29 0.50 0.22 0.31
1h past, 5h ahead 0.31 0.51 0.31 0.51 0.20 0.31
1h past, 11h ahead 0.32 0.54 0.31 0.51 0.23 0.31
3h past, 3h ahead 0.30 0.52 0.30 0.52 0.23 0.33
3h past, 5h ahead 0.32 0.54 0.30 0.52 0.22 0.33
3h past, 11h ahead 0.32 0.55 0.31 0.53 0.23 0.34
6h past, 3h ahead 0.30 0.52 0.31 0.51 0.20 0.32
6h past, 5h ahead 0.32 0.54 0.32 0.52 0.21 0.34
6h past, 11h ahead 0.32 0.54 0.32 0.53 0.22 0.34

7.1 Evaluation of the Cost-Aware Metric

As shown in Table 1, the Logistic Regression (LogRes) model was notably worse
at predicting power outages across all configurations, achieving substantially
lower macro-F1 and cost-aware macro-F1 scores than tree-based models. This
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outcome is expected, as LogRes assumes linear decision boundaries and struggles
to capture the complex, nonlinear relationships. In contrast, ensemble methods
such as XGBoost and Random Forest more effectively model feature interactions,
leading to consistently higher performance under both standard and cost-aware
evaluation. Across all configurations presented in Table 1 (evaluation on actual
utility data Jan. 2023 - Dec. 2023), the proposed cost-aware macro-F1 score is
consistently higher than the standard macro-F1 score, as the first metric reflects
the ordered nature of the duration classes and the model’s tendency to predict
a class close to the actual label. This reveals that even when predictions are
not exact, they are usually "near misses" rather than severe misclassifications.
As such, in all 27 models (9 configurations, 3 algorithms) considered in our
experiments, the cost-aware macro-F1 score better reflected the reliability of
outage duration forecasts and tailored their mitigation strategies accordingly.

7.2 Evaluation Metrics Across Observed and Synthetic Models

Table 2 summarizes the evaluation metrics across the XGBoost6-11 confusion
matrix and the synthetic ones. These controlled setups enable a more systematic
examination of how each metric captures not only overall performance but also
the ordinal severity of errors.

Table 2. Comparison of evaluation metrics across the XGBoost (6 h past, 11 h ahead)
model and synthetic confusion matrices. Corresponding confusion matrices are refer-
enced in Fig. 3(a—e).

. Syn. Syn. Syn. Syn.
Metric XGBoost N}c;ar F?;r Hig)}ll F1 Lov}; F1
MAE 1.17 0.84 1.81 1.61 1.20
MSE 2.64 1.23 542 4.55 2.67
MAPE (%) 50.92 36.71 84.06 65.50 52.24
QWK 0.36 0.67 —0.13 0.03 0.35
Accuracy 0.32 0.32  0.32 0.34 0.29
Within-1 Acc. 0.68 0.87 0.37 0.46 0.68
Macro-F1 0.32 0.32  0.32 0.34 0.28
Cost-aware F1 0.54 0.60 0.43 0.48 0.49

As shown in Table 2, the first three configurations (XGBoost6-11 Model,
Synthetic Near, and Synthetic Far) exhibit the same macro-F1 and accuracy,
yet differ substantially in their ordinal structure. The Synthetic Near model
concentrates errors near the diagonal, achieving markedly better within-1 ac-
curacy (0.87) and lower distance-based errors (MAE 0.84, MSE 1.23, MAPE
36.7%). In contrast, the Synthetic Far variant that spreads errors across dis-
tant classes, produces higher MAE (1.81), MSE (5.42), and MAPE (84%). The
proposed cost-aware macro-F1 reflects these meaningful distinctions, increasing
from 0.43 (Far) to 0.60 (Near), consistent with human intuition about severity.
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A similar trend is reflected in QWK (Quadratic Weighted Kappa), which
penalizes disagreements more heavily as they move farther from the diagonal.
Accordingly, QWK improves from 0.36 (XGBoost6-11) to 0.67 (Near) and drops
sharply to —0.13 (Far), showing that distant misclassifications are more severe.
MAPE, which expresses average proportional deviation, follows the same ordi-
nal sensitivity — decreasing when predictions are closer to true classes (36.7%
for Near) and worsening when predictions are dispersed (84% for Far). These
findings naturally lead to the question of how the proposed cost-aware macro-F1
differs from traditional evaluation metrics in capturing the structure and severity
of misclassifications.

7.3 Advantages of the Proposed Metric over Traditional Metrics

While MAE, MSE, MAPE, and QWK measure ordinal proximity, they cannot
distinguish models that share similar average errors but differ in the class distri-
bution and the associated costs of their misclassifications. Notably, while MAPE
quantifies relative percentage deviations (ranging from 36.7% to 84.1% across the
tested configurations in Table 2), it remains sensitive to scale and fails to cap-
ture deviations across ordinal boundaries. Likewise, Accuracy (0.29-0.34) and
Within-1 Accuracy (0.37-0.87) summarize correct or near-correct, classifications
but overlook how far remaining errors are from the actual class.

A comparison between the Synthetic: Higher F1 (Fig. 2d) and Synthetic:
Lower F1 (Fig. 2e) configurations reveals another important characteristic of
the proposed metric. Although these two models differ notably in traditional
measures, their cost-aware macro-F1 scores remain nearly identical (0.48 and
0.49, respectively). This indicates that, while one model achieves a higher overall
macro-F1 (or respectively a lower MAE or MSE, etc.), it simultaneously intro-
duces more severe ordinal misclassifications, offsetting any apparent gain in cost
efficiency. Our proposed metric provides a more balanced assessment by empha-
sizing the severity and proximity of misclassifications, enabling practitioners to
align evaluation with the real-world impact of different error types. Unlike static
metrics, the cost-aware macro-F1 dynamically adapts based on the cost matrix
definition (Eq. (2)). While the choice of cost matrix affects the evaluation, in this
work, we adopt the above cost matrix for simplicity and to illustrate a general,
flexible framework that can be adapted to application-specific priorities. Beyond
model comparison, the cost-aware macro-F1 embeds misclassification costs into
a single, interpretable metric for end users and decision-makers.

8 Conclusions

This study introduced a cost-aware macro-F1 metric to improve the evaluation
of models in ordinal prediction tasks, where classes have an inherent order and
misclassification severity varies. Across all configurations, the proposed metric
consistently provided a more reliable estimate of forecast accuracy than the tra-
ditional macro-F1, accounting for the ordered nature of duration classes and
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penalizing severe misclassifications more heavily via an adjustable cost matrix.
Through synthetic experiments, cost-aware macro-F1 is shown to capture mean-
ingful differences in the ordinal severity of errors that standard metrics such
as MAE, MSE, and QWK could not distinguish. Notably, models with differ-
ent macro-F1 values often produced similar cost-aware macro-F1 scores, reveal-
ing that conventional improvements may coincide with costlier ordinal errors.
Overall, the proposed metric offers a balanced, interpretable, and customizable
framework that aligns model evaluation with the real-world costs of forecasting
errors.

We view this work as a practical contribution aimed at improving evaluation
fidelity in real-world cost-sensitive ordinal classification systems, rather than as
a replacement for existing theoretical metrics. Future work will explore three
directions: (1) a spatially cost-aware formulation, recognizing that misclassifi-
cations may have different operational impacts depending on the geographic
region, especially in power outage management, (2) embedding cost-awareness
directly into training through cost-aware loss functions, and (3) examining the
state-of-the-art predictive performance via integration of weather forecast data.

Acknowledgements. This work was funded by the National Science Founda-
tion Award 2125985.
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